48450    Operating Systems Assignment 1:

An Introduction to Cross-Development

Spring Semester 2005
Due date: 9th September, 2005
Aim:

To become familiarised with the cross-development facilities available from the remotely accessible embedded systems laboratory and to evaluate the development environment by writing a program with console output.

Objectives:

 To be able to configure the development environment and tools required for cross-development

 To promote an understanding UNIX makefiles and their role in configuration management

 To know how to use the dBUG monitor to download code to the target and execute applications

 To be able to cross-develop standalone programs with console output

 To appreciate the use of the Newlib/libgloss standard library in supporting standalone embedded development.

 To appreciate the components of the uClinux Coldfire distribution and be able to customise and recompile the uClinux kernel

 To be gain experience in the use of uClinux from a user’s viewpoint. 
 To appreciate the use of the uC-libc standard library in supporting uClinux application development.

 To understand the restrictions placed on program development on an embedded system such as memory and storage limits that are not as restricted on a modern PC/workstation.

 To develop an awareness of technical issues to be considered when porting applications from a PC environment to an embedded environment.

Background Knowledge:

You are expected to have some basic knowledge of working in a UNIX shell; specifically you must be able to perform the following tasks:

 Navigate subdirectories

 List directories using ls
 Understand UNIX file permissions

 Copy files

 Delete files

 Edit files using a text editor such as pico or vi

If for some reason, you are a bit rusty or not up to scratch, the following document may be of assistance:

http://www.linux.org/docs/ldp/howto/DOS-Win-to-Linux-HOWTO.html
How to go about the Assignment:
The assignment is to be completed using the remotely accessible embedded systems laboratory. You will use PuTTY (if you’re at a Windows machine) or ssh to log in to the coldfire server and do all your work from within your account on that host. You’ll be emailed your account details by the systems administrator. Make sure you have followed the software installation instructions in the companion document Software Installation, Configuration and Other Notes, which is available on UTSOnline (go to Assignments then Assignment 1)
Read through the exercises contained in this assignment specification and complete the exercises sequentially. Master documentation links are located at the end of each part. The Assignment 1 discussion forum and past semester archives on UTSOnline are available for use (although there are slight differences from one semester to the next of course).

It is normal to experience error messages whilst developing code or learning how to use the development utilities for the first time. You must persevere and try to resolve difficulties yourself, as this is how a solid understanding is developed. If you are pushed for time, try to work around problems until you have a chance to find better solutions.

Submission Details:

Details regarding the submission procedure will be made available on UTSOnline Announcements closer to the due date, but you should include in your submission …

· Relevant personal reflections on the exercises including concepts that you have learned, technical issues that you have encountered, additional information you had to obtain to broaden your understanding. 1-2 pages should be sufficient.

· Programming task source code, binaries, makefile and console output. Comments should be included where appropriate in the source and makefile.

· Answers to the follow-up questions (your answers to the follow-up questions might be submitted using an online facility – further details will be announced later).

· A summary definitive statement about the level of functionality of the code you’ve produced for the Programming Task. For example, “My program correctly generates two processes and works with respect to carrying out the searching operation that it’s supposed to do, but doesn’t terminate properly some times …”.

Assessment Details:

This assignment is to be completed on an individual basis.

Reflections



20%

Programming Task


40%

Follow-up Questions


40%

All follow-up questions are weighted equally.
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Part 1 – Using dBUG

About dBUG

In this task, we will demonstrate how to use the inbuilt monitor/debugger dBUG.

dBUG is automatically executed from the development board’s Flash EEPROM when the board is powered up or reset. It allows the user to download programs into memory, run them, step through the assembly code and manipulate memory locations directly. It also provides a software interface to user programs for printing characters, getting character input and invoking dBUG in much the same way as the BIOS in your home PC.

Commands and console I/O from dBUG are sent and received over the development board’s first serial port at 19200bps. On the board server side of the serial connection, we use the freely available terminal emulation program minicom. We will now have a go.

Exercise 1 – Uploading and Running a Program

 Log into the Coldfire server. From your home directory, change to the development directory and run the Coldfire arbitrator. Minicom will automatically be executed and your assigned board will be reset.

cd development

coldfire

 The program will start up and then you will see the following prompt:

dBUG>

This is the command prompt. The interface greatly resembles DOS debug for those that have used it. Typing help will bring up list of commands. Typing reset will restart dBUG. Let’s try these now.


help


reset

 We are now going to download a program in the form of an S-record (SREC) file. These files are similar to Intel format HEX files that you have worked with previously in the prerequisite course Introductory Digital Systems. Each line in the SREC file consists of a memory address, followed by hex bytes representing machine code/data and a checksum at the end of the line. These fields are encoded as plain text free of extended ASCII or control codes. This ensures that they can be transferred over any communications medium without being corrupted.

dl 0x0


The zero value represents the displacement offset. We do not need one, so we select that value. dBUG is now ready to receive data.

 At the moment, ASCII upload in minicom is broken, so we have to execute an external script named srecupload that will log into the allocated board server and copy the SREC file directly to the board server’s serial port. Open another SSH session to the coldfire server and execute the following command from your home directory:

srecupload /pub/coldfire/hello.srec

Note: it is important that you remain in minicom throughout these procedures.

 Go back to the minicom window. If all went well, you should see the message ‘S-record download successful’. The program has now been downloaded into SDRAM starting at 0x20000 (consult memory map). We will now run the program:



go 0x20000

 Voila! The program output should now have appeared. Please take a moment to recover from the excitement.

 To exit minicom, press Control-A and then X and select Yes. The arbitrator will now release your board

For more information

COBRA5272 Specifications (on UTSOnline)

dBUG Reference Manual (on UTSOnline)

Part 2 – Developing a Standalone Application

In this exercise, we will learn about the steps involved in developing standalone applications by building the example programs bundled with the GCC-m68k/Newlib port by David Fiddes.

About GCC-m68k

GCC-m68k is a derivative of the GNU C compiler. It is a cross-compiler that produces code for the m68k series of processors that include the Coldfire.

About GCC-m68k/Newlib

For this exercise, you will be using this version of GCC-m68k. It produces standalone code that runs without an operating system being present. It is built with the Newlib/libgloss standard library. (A standard library contains the assembly routines that implement all standard functions in C). It is much smaller than the standard libraries used on desktop systems and hence well suited to embedded devices where memory is scarcer. Newlib makes use of the dBUG software interface for console I/O.

About Makefiles

These are similar to project files that you may have encountered before. Makefiles use a special language to describe how to generate programs. They specify which compiler to use, the source files that are to be compiled to build a certain target and the options that are to be supplied to the compiler and the linker. The make tool interprets the makefile and builds the program. Make also detects if individual source files have changed and only recompiles the affected parts of the project. This is done by checking timestamps on the files.

For more information, refer to the GNU make documentation at http://www.gnu.org/software/make/make.html
Here is a simple makefile:


This makefile describes how to build a program called ‘hello.elf’. Let us examine this file in detail.

The first four lines define variables use to hold the name of the compiler, the linker, the compiler options and the linker options. This is followed by four rules. Each rule consists of three parts - the target (before the colon) which represents what is to be built, the dependencies (after the colon) and the command(s) to be executed (the indented line). The line containing the command must be indented using TAB.

The targets in this file are named ‘all’, ‘hello.o’, ‘hello.elf’ and ‘clean’. Make executes the first rule by default. This can be overridden by specifying the target on the command line, e.g. make hello.o or make clean.

By convention, the first rule is normally ‘all’, meaning the rule to build all programs. The only program we are building is ‘hello.elf’, hence this is the only dependency and make will attempt to build this target. It needs no commands.

The following two rules describes how to compile the C source, ‘hello.c’ into an object file ‘hello.o’ and how to then link ‘hello.o’ to produce ‘hello.elf’

The final rule is the ‘clean’ rule (another convention), which deletes files produced during compiling and linking. It has no dependencies. One of the many uses of makefiles is to allow programs to be configured at compile-time through the use of multiple rules with various configuration techniques such as those outlined below.

Configuration by linking modules with a common interface

When writing a large program, we generally divide it into modules (files) that represent different aspects of the program. The source that makes up a module contains functions specific to the tasks it performs. A hypothetical program consists of a main module and a utility module. Let us assume that functions in the main call functions in the utility module. Each module is compiled into an object file and the references between them are resolved when both files are linked together. If we create alternative utility modules that implement the utility functions in different ways, we can control the behaviour of the overall program by selectively linking the main program with the utility module that implements the functionality we want. Let us take for an example, a program that prints out a text message inside a geometric shape. We want one configuration of the program to print out the message in a rectangle and the other to print out the message inside an ellipse.

main.c





rectangle.c


ellipse.c


The external function in this case is drawshape(), which is implemented in two different ways in rectangle.c and ellipse.c. If we wish to build the version that prints the message inside a rectangle, we would compile main.c and rectangle.c, then link the object files main.o and rectangle.o. Similarly, if we wish to build the version that prints the message inside an ellipse, we would compile and main.c and ellipse.c, then link main.o and ellipse.o. Here is an excerpt from a makefile that implements the above configuration control through two targets, ‘drawellipse’ and ‘drawrectangle’. The commands make drawellipse and make drawrectangle will create each one separately. make all or make by itself will create both.

Makefile


Configuration via conditional code

The #ifdef/#else/#endif pre-processor directives are used to include or exclude code depending on whether a specified macro is defined.

Consider this simple C program


If this program is compiled, it will print out “DEBUG is defined”. If the #define line at the top is commented out and the program then recompiled, “DEBUG is NOT defined” will be printed. The code between the #ifdef and #endif lines is known as conditional code.

There is however, an alternative to defining macros within the source code. They may also be defined on the compiler command line using the ‘–D’ parameter (the D must be a capital):

e.g. gcc –DDEBUG –o testprogram testprogram.c

If you wish to define DEBUG to a value other than 1, then use –DDEBUG=<insert value>

One of the most common uses for conditional code is for printing out debugging information during development (e.g. printing out the values of certain variables at strategic points in the code). Once the program is ready to be released, it is recompiled without debugging information.

Exercise 1 - Building the Example Applications

1. There are two versions of GCC installed on the server. We must select the Newlib build for generating standalone applications

select-gcc newlib
You will see a confirmation message. This command must be entered once each time you login, if you want to use the Newlib build.

2. The compiler comes with some example applications. We will copy them to our development directory:

cd ~/development

cp –a /usr/local/gcc-m68k/examples .


Note the period at the end of the second line.

3. Change to the example programs directory and perform a listing.

cd examples


ls
Here we have a variety of example programs that do various tasks. The readme.txt file describes them.

4. View the makefile. Identify the lines that specify the following:

· The C compiler program

· The variant that we are compiling for

· The linker script that is being used

· Support for debugging information

· The C compiler command line options

· The Linker command line options

· The rule for making ‘all’ and its dependencies

· The rule for each example program and its dependencies

· The ‘clean’ rule for cleaning all temporary and executable files

· Lines that are pointless or redundant

5. You should have noticed that the executables specified in the makefile have a .elf extension. This is because the compiler produces ELF format executables. This format is the most common executable format used under Linux systems. Complete details are beyond the scope of this assignment, but one of the features they support is the storage of debugging information such as program symbols. This allows us to debug at source code level (as opposed to assembly code level).

We will now edit the makefile to enable the generation of debugging information, in preparation for exercise 3 where we use the GNU debugger to perform source level debugging.

Near the beginning of the makefile, add the line:


DEBUG=1
Also, while we are here, change the variant (the default one is incorrect).


VARIANT=sbc5307

6. We will now build the example programs:

make

or,
make all

make without parameters will use the first rule it finds which by default happens to be the ‘all’ rule.

The compiler should now start hammering away and then finish. Make sure that you did not forget to run select-gcc newlib beforehand.

What will happen if we run make again?

What if we delete any one of the .elf files produced and then run make again?

Give this a go. You may be pleasantly surprised.

Miscellaneous

If you wish to convert ELF format executables into SREC files that can be uploaded via the procedure shown in exercise 1, use the following command:

m68k-elf-objcopy --output-target srec file1.elf file2.srec

Where file1.elf and file2.srec are replaced with the respective input and output file names. Note that SREC files do not support debugging information and this will be stripped upon conversion.

For more information

GNU make documentation - http://www.gnu.org/software/make/make.html
[Temporarily Offline] David Fiddes Coldfire Site - http://www.fiddes.net/coldfire
Embed with GNU (covers Newlib) -  http://www.efm.leeds.ac.uk/~as/gnu/info_html/porting_toc.html
Part 3 - Using GDB

In this exercise, we are going to use one of the programs we built in the previous exercise to demonstrate the use of the GNU debugger (GDB) with a Background Debugging Mode (BDM) target.

About BDM

When you worked on the PIC assignments in IDS, you practiced one of the oldest techniques of debugging known as ‘crash and burn’. If your code did not work properly, you would take the chip out, modify the source, reprogram the PIC and then replace the chip into the circuit to see if you fixed the bug. If not, you would keep repeating this process until your circuit functioned properly. The success of this technique greatly depended on your ability to guess what is going wrong from your own observations and hence determine points in the code where bugs may have crept in. dBUG, which you used in exercise one, is a significant advancement. It is known as a ROM monitor. It is much, much better than ‘crash and burn’, but it has the disadvantage of taking up RAM and ROM space, and if your program is particularly buggy, it can corrupt the memory areas that the monitor is using and prevent it from working. BDM provides an answer. BDM, or Background Debugging Mode is a Motorola technology that is a form of on-chip debugging. That is, the processor has special signal lines dedicated to debugging support. On the development board we are using, these signal lines are wired from the Coldfire CPU to a black connector on the side of the board. This is then connected to an interface (Pod), which then connects to the parallel port on the PC. Via the various commands and signal lines available, a remote host (i.e. a PC) can stop the program during execution, read and write registers and memory locations and set hardware breakpoints. This remains totally transparent to code running on the remote system. A port of GDB with support for the BDM interface has been written and is what we will be using.

‘The Zen of BDM’ document provides a more comprehensive overview of the various debugging technologies that exist and is a worthwhile read.

Exercise 1 – A Sample GDB Session

GDB’s user interface is pretty ugly, but in a short amount of time, all the common commands will become reflex actions and debugging will be almost effortless.

1. Open two SSH sessions to the Coldfire server. One will be running minicom so we can view console output from the development board and the other will be used to interact with GDB.

2. Place a copy of hello.elf and hello.c from the last exercise into your ‘development’ directory.

3. We must now prepare the GDB initialisation script named .gdbinit. It is executed automatically when GDB is started.Our supplied script does the following major tasks:

· Define names and addresses for the 5272 Internal Module Registers

· Configure the memory locations of all peripherals

· Connect to and configure the BDM target

· Upload the program to memory (located on the eLITE board)

· Set the program counter to the ‘start’ location and select the innermost stack frame

Edit .gdbinit using pico and go to the line that connects to the BDM target. Replace the word username with your account name and save. GDB will now be able to access the BDM interface allocated by the arbitration program.

The .gdbinit file is commented to help you understand the syntax.

4. From the second SSH session, start GDB from the command prompt by typing:

m68k-gdb hello.elf

5. If everything went well, the program will now be loaded into memory and the program counter will be at the start of the program (the beginning of the User SRAM area. We can confirm this by examining it:

p /x $pc

The /x parameter indicates that we want the value to be expressed in hexadecimal

The value returned should be 0x20000.

6. Normally we would type ‘continue’ to run the program, but in this instance it won’t work. This is because the application was built with the Newlib library which uses the dBUG Software Interface for console I/O, so we must run dBUG first to perform it’s own initialization.

set $pc=0xffe00400

continue

If you look at minicom window, dBUG will now have started. We now have two choices: we can run the application using the ‘go’ command from exercise 1 or we can stop dBUG and run the application from GDB. We will do the latter. Go back to the GDB window and press ‘Control-C’ once. Make sure you only do it once, otherwise you may inadvertently exit GDB and then have to restart.from step 1.

7. Print the program counter again using the command from step 4. It should be somewhere around 0xffe0xxxx which is the Flash EEPROM region where dBUG is stored. We will now set the program counter back to the start of the program and then continue:

set $pc=start

OR

set $pc=0x20000

AND THEN

continue

Bingo! ‘Hello World’ should now have appeared on the minicom screen and we will now find ourselves back in dBUG. Using ‘Control-C’ stop dBUG again and set the program counter back to the starting point.

set $pc=start

8. Now, we will find the point in the program where each character is printed and place a breakpoint on it.

list 1

Look through the source. Press enter if you wish to display more lines. From our good knowledge of C that we have picked up at university, we know that this is the line with outbyte(*p); (line 34)

We will now place a breakpoint on that line.

break 34

9. We will now run the program again.

continue

The program will stop almost straight away. Press <enter> (this repeats the last command). Aha! We will now see an ‘H’ on the minicom screen. Press enter to repeat the last command. We should now see an ‘e’. If we keep repeating this, the program will finish and dBUG will re-appear. You can also step through a single line of code using the ‘next’ or ‘n’ command:

n

(keep doing this until dBUG re-appears)

10. Stop dBUG using Control-C and go back to the start of the program again

set $pc=start

11. Continue execution, but this time examine the value of the pointer p each time the program stops:

continue

p /x p

You should notice that the pointer is incremented by one for each character printed.

12. We can modify the value of the pointer variable in memory using the set command. We will set it back to the start of the string:

set (char*)p = 0x20b70

Note that we may have to perform a typecast to ensure that variables are set/read correctly. The variable p in this case is a pointer to a string, so this is why we use (char*).

13. If we continue now, we will be back at the letter ‘H’

cont

14. Even though the program has finished, the breakpoint will still be set. We can confirm this with the following command:

info breakpoints

We will now kill the breakpoint

clear 34

15. Just before we finish, we will look at one last essential command which may save you in the future:

backtrace

This command examines the stack to trace all calling functions, telling us how we came to be in a certain function. You will see, as we expect, that we are in print_msg() which was called from main()

16. Congratulations! You have now seen a quick glimpse of some of the features that GDB offers, but there are many more that you will hopefully explore during the course of these assignments. To exit the program:

quit

17. You may now close minicom.

NOTE: Online help in GDB is available using the help command

For more information

COBRA5272 Specifications (on UTSOnline)

GDB Quick Reference (on UTSOnline)

GDB Users Guide - http://sources.redhat.com/gdb/onlinedocs/gdb_toc.html
The Zen of BDM - http://www.macraigor.com/zenofbdm.pdf
Embed with GNU - http://www.efm.leeds.ac.uk/~as/gnu/info_html/porting_toc.html
Part 4 – uClinux in Action
Introduction

In this part, we will run a precompiled uClinux binary image on the development board and examine it from a user’s perspective. We will also learn how to perform a few procedures that will be useful during the course of the next assignments.

Exercise 1 – Loading uClinux

The uClinux binary image is an ELF file consisting of two components – the uClinux kernel (the main part of the operating system) and a read-only filesystem image (ROMFS) that contains all required files and directories (there is no hard drive on the development boards). We upload the image to the development board using GDB. The uClinux kernel is loaded into and executed from the SDRAM memory region located between 0x00000000 and 0x0FFFFFF (See Memory Map).

1. The starting address of the kernel in memory is 0x20000, identified by the _start symbol. We must modify our .gdbinit script to that the program counter is set to this location after startup.
The last line should be changed to set $pc=_start
2. We will now run GDB:

m68k-gdb /pub/coldfire/images/uClinux.elf
3. GDB will start uploading the image. As it is over 1 MB in size, this will take a couple of minutes - please be patient. Once the prompt reappears, we will confirm that the program counter is at the correct location (0x20000)

p /x $pc
4. We will now run it.

continue

You will see a whole flood of initialisation messages and credits to the developers as it starts up. If you wish to read all of them, you can scroll-back in minicom by pressing Control-A and then B.

Exercise 2 – Working under the Stand-Alone Shell (sash)

About Sash

Once the system has booted, you will see the following prompt:

Sash command shell (version 1.1.1)

/>

This is the Stand-Alone Shell (sash). It is a cut-down UNIX shell that has been designed for use in embedded UNIX environments. Among its features, it has internal support for many standard UNIX commands that are normally separate programs, hence saving space in memory. The help command provides information on all the internal commands provided.

Among its limitations are limited support for shell scripting, no I/O redirection or piping from the command line, no command history and no filename completion.

ROMFS

We are now in the root directory of the ROM filesystem (ROMFS). This is a read-only static filesystem that was created when the uClinux binary image was first built. We will now take a look at the contents.

1. View the directory using the ls –l command.

drwxr-xr-x  1 0  0    32  Jan 01 1970  bin

drwxr-xr-x  1 0  0    32  Jan 01 1970  dev

drwxr-xr-x  1 0  0    32  Jan 01 1970  etc

drwxr-xr-x  1 0  0    32  Jan 01 1970  home

drwxr-xr-x  1 0  0    32  Jan 01 1970  lib

drwxr-xr-x  1 0  0    32  Jan 01 1970  mnt

dr-xr-xr-x  5 0  0     0  Nov 30 00:00 proc

lrwxrwxrwx  1 0  0     8  Jan 01 1970  tmp -> /var/tmp

drwxr-xr-x  1 0  0    32  Jan 01 1970  usr

drwxr-xr-x  4 0  0  1024  Nov 30 00:00 var

As we can see, we have a standard UNIX directory structure. Go into each directory and list them. Some directories have many files. If you want to list them in columns, use ls –C
The bin directory contains executable programs which include sash, gdbserver, uuencode and network utilities. You will be using many of these later on.

The dev directory contains special files known as nodes, which do not contain data, but are actually interfaces to various parts of the system e.g. kernel functions and device drivers. Some examples are /dev/tty which is the current terminal and /dev/ttyS0 and /dev/ttyS1 which are the two serial ports.

The etc directory contains configuration files. /etc/rc is a shell script that automatically executed when the system starts up. Have a look at it now. See if you can identify the lines that do the following:

1. Mount the proc filesystem and the ramdisk

2. Setup the loopback network address

3. Display the uClinux startup banner

The proc directory is a virtual filesystem. The files in it are not real and take up no space – they serve to provide information about running processes and the system’s configuration. For example, the file kcore is a representation of the RAM in the system; hence it is 16MB in size. The contents of this directory are used by the ps command when used to display process information.

The var directory is a mount-point for the RAM disk. It is 256kB in size. This is the only directory that can be written to when the system is running. The contents are lost 

NOTE: You will use this directory as a working directory and for file transfers from the Coldfire server. Most of the other directories are empty and are provided for compatibility with existing UNIX software.

Establishing a TCP/IP link to the Coldfire Server

TCP/IP networking between the Coldfire board and the board server is provided via the Point-to-Point Protocol (PPP).  This is exactly the same protocol used by most computers that dialup to connect to the Internet using a modem. In our case, the link consists of a serial cable connected between the second serial port of the development board and an allocated port on a board server. Having this connection allows us to do really neat things such as accessing files from our home directories on the Coldfire server from within uClinux. We will now setup the connection.

1. From the sash prompt, we will invoke the PPP daemon with the following command line.

pppd /dev/ttyS1 115200 ipcp-accept-local ipcp-accept-remote nocrtscts &

These parameters tell pppd to establish a connection using the second serial port with a baud rate of 115200, get the local and remote IP addresses from the Coldfire server and to disable hardware flow control. The ampersand symbol (&) forces pppd to run in the background, so that we may continue to enter shell commands.

2. We will now test the connection to the Coldfire server by pinging it 5 times:

ping –c 5 192.168.1.1

This command should complete with no errors. Ping times should be about 30 milliseconds.

Telnetting into the development board

1. A script has been recently written that automatically obtains the IP address of your allocated board and telnets into it from the allocated board server. Open another SSH session on the Coldfire server and run the following command:

telnetboard

If you are interested in knowing how to do it manually, the procedure follows:

1. In order to be able to telnet into the uClinux system, we must first determine the IP address it was allocated when pppd was started (it may differ each time pppd is started). At the sash prompt in the minicom window type:

ifconfig ppp0

This will return a whole lot of information related to the PPP connection. The bit we are concerned with is the number that follows inet-addr
2. Open another SSH session. We will now telnet into the board.

coldfire –exec telnet address
where address is the value obtained from ifconfig
If all went well, you will receive a ‘Connected’ message followed by the sash prompt that we all know and love. Type exit to disconnect or use control-] and then close.

Accessing your home directory on the coldfire server from uClinux

From your uClinux session, you can access your home directory as a network-shared directory over the PPP link. Your home directories will be mounted under the ROMFS and accessed as if they were directly part of the system.

1. From the bash prompt on the Coldfire server, copy the hello world example program into your home directory

cp /pub/coldfire/hello ~/hello

2. From the sash prompt, run the following command:

smbmount //192.168.1.1/username /mnt –U username –P password

Where username is your account name on the Coldfire server and password is your password. If successful, the command will complete with no screen output. Your home directory will now be accessible from the /mnt directory.

3. From the sash prompt, change to the mount directory and list its contents.

cd /mnt

ls

You should see the contents of your home directory. Let’s run the program.

./hello

4. If you want to unmount your home directory from /mnt, use the following command

umount /mnt

Part 5 – The uClinux Coldfire Distribution

Introduction

In this part, we will learn about what’s inside the uClinux Coldfire distribution. We will also learn how to recompile and customise the kernel. From now on, we’ll be using the gcc-m68k/uC-libc compiler that is used to build uClinux and its applications. This means that select-gcc newlib should NOT be invoked anymore. We will learn more about the differences between this compiler and the Newlib-based compiler in Assignment 2.

About the uClinux Coldfire Distribution

The standard distribution comes with the following:

· Kernel source for version 2.0.39

· Kernel source for version 2.4.17

· A variety of user programs

· The uC-libc standard libraries that are used to built applications

In order to make your lives a bit easier (and to save hard disk space on the server), we have created a number of custom distribution packages for you to choose from. Each distribution contains only a single kernel source. The following are located in /pub/coldfire/uClinux
	Filename
	Description

	uClinux-dist-2.0.39u.tar.gz
	Unconfigured 2.0.39

	uClinux-dist-2.4.17u.tar.gz
	Unconfigured 2.4.17

	
	

	uClinux-dist-2.0.39p.tar.gz
	Pre-configured 2.0.39

	uClinux-dist-2.4.17p.tar.gz
	Pre-configured 2.4.17


For this assignment, we will be using the 2.0.39 kernel.

NOTE: If you have little time left, do not bother rebuilding the kernel from scratch. Instead, use the pre-configured distributions. Exercises 2, 3 and 4 may then be skipped.

Exercise 1 - Installing the Distribution

1. Once you have decided which distribution you want to use, you must then decompress it into your home directory. There is enough space on the server for each of you to have ONE copy. If you later want to switch to another one, you must first delete your old copy.

cd ~/

tar zxvf /pub/coldfire/uClinux/uClinux-dist-2.0.39x.tar.gz

where x corresponds to the distribution you have selected

2. We now have a new subdirectory underneath our home directory called uClinux-dist. Change to it and list its contents. 

cd uClinux-dist

ls –l

The file SOURCE contains detailed information about the directories, but to summarise the main ones:

lib

The uC-libc standard C libraries

linux
The Linux 2.0.x kernel source

user

Add-on programs

vendor
Vendor specific configuration information

images
uClinux binary images are created here

Exercise 2 - Configuring the 2.0 Series Kernel

1. We will now configure the kernel and user applications using an easy to use menu based configuration program. When you do this the first time, the configuration program has to be compiled and this will take 30 seconds or so.

make menuconfig

2. Follow the following instructions very carefully:

1. Go to Target Platform Selection. In Vendor/Product select senTec/COBRA5272 in Kernel Version select uClinux-2.0.x
2. Mark the boxes Customise Kernel Settings and Customise Vendor/User Settings and exit twice. You will be asked Do you wish to save your new kernel configuration?. Select Yes.

3. You will then be taken into the Kernel Configuration Menu. Ensure that all the following parameters are set accordingly and that ones not mentioned are disabled:

Code maturity level options

[*] Prompt for development and/or incomplete code/drivers

Loadable module support

[*] Enable loadable module support

Platform dependent setup

[*] senTec CORA5272 board support

General setup
[*] Networking support

[*] System V IPC

[*] Reduced memory footprint

<*> Kernel support for flat binaries

[*] Compile kernel as ELF - if your GCC is ELF-GCC

Floppy, IDE, and other block devices

<*> ROM disk memory block device

(AMD)blkmem FLASH type

(2MB) blkmem FLASH size                               │ │

 (16bit) blkmem FLASH bit width

<*> RAM disk support

Networking Options
[*] TCP/IP networking

[*] IP: forwarding/gatewaying

[*] IP: Drop source routed frames

Network Device Support

[*] Network device support

<*> PPP (point-to-point) support

[*] FEC ethernet controller (of ColdFire 5272)

Filesystems

[*] Second extended fs support

[*] /proc filesystem support

<*> SMB filesystem support (to mount WfW shares etc..)

[*] ROM filesystem support

Character Devices

[*] Coldfire serial support

Kernel Hacking

[*] Full Symbolic/Source Debugging support

[*] Less wasteful kmalloc.c/page_alloc.c (EXPERIMENTAL)

4. Exit and save the kernel configuration. You will now be taken into the user program configuration. Set the parameters accordingly:

Core Applications

[*] Init

[*] enable console shell

[*] Expand

Filesystem Applications

--- SMBFS

[*] smbmount

Network Applications

[*] discard

[*] ifconfig

[*] inetd

[*] ping

[*] pppd

[*] route

[*] telnetd

Miscellaneous Applications

[*] gdbserver

[*] vi (leevee)
BusyBox

[*] BusyBox

[*] insmod

[*] lsmod

[*] rmmod

[*] Verbose usages

[*] Pre 2.1 kernel modules

Miscellaneous Configuration

(256k) RAMFS Image

5. Exit and save the configuration.

Exercise 3 – Preparing the Startup Scripts/ROMFS

1. We will now prepare the startup script that is automatically executed when uClinux has finished booting. This file is copied to the /etc directory in the ROMFS during the build process.

cd ~/uClinux-dist/vendors/senTec/romfs/etc

pico rc
2. Wouldn’t it be convenient if we didn’t have to type that long command line to start our PPP connection? Of course it would. We will now add the pppd command line from Part 1 just after the route add –net command that configures the localhost address. Also while we are here, we will make another useful addition:

setenv HOME /var

Sash will then know that our home directory is /var
3. Save the rc file and exit.

4. inittab is a standard initialisation file used on many UNIX systems – it’s used to table all the daemons (“services” in Windows-speak) that are started up after the operating system is initialised. Although it is technically not needed in our setup, we will use it to launch inetd (which is the primary inter-networking daemon). We will now edit it.

cd ~/uClinux-dist/vendors/Generic/big

pico inittab

5. Ensure that this is the only line present:

inet:unknown:/bin/inetd

The rest of the programs selected during user program configuration in Exercise 2 will be added automatically to the ROMFS after they are compiled.

Exercise 4 – Modifying Makefile 

The vendor specific makefile for the COBRA5272 contains commands to copy a newly created image into a directory called /tftpboot which we do not use. We must it to prevent these commands from being executed and producing an error message.

1. Change to the following directory containing vendor specific configuration and edit the makefile

cd ~/uClinux-dist/vendors/senTec/COBRA5272

pico Makefile

2. Add the following line anywhere near the top of the file and save. Make sure you preserve the capitalisation.

NO_BUILD_INTO_TFTPBOOT = 1

Exercise 5 – Building the ELF Image

3. Change back to the main uClinux directory. We will now create the dependencies. This will take a couple of minutes.

cd ~/uClinux-dist

make dep

4. We will now compile everything and build the ELF image. This will take about 4 minutes:

make

5. Congratulations! Your newly made image has been placed in the ~/uClinux-dist/images subdirectory and is ready to use.

Troubleshooting Kernel Configuration

· If you want to change your kernel configuration, run make menuconfig again, followed by make dep and make.

· If you screw up your kernel, do a make clean and set the Default all settings box in menuconfig, save and reconfigure from scratch.

· If you REALLY botch up your kernel, delete it using rm –rf ~/uClinux-dist and reinstall.

Other Useful uClinux Makefile Rules

make clean

Remove all files produced during the kernel build process such as object code, binaries. Configuration information is still preserved.

make romfs

Rebuild the ROMFS directory. You should perform this after you have added any files to the ROMFS or if you have changed startup settings. The contents are taken from the following places:

· Applications selected in the kernel configuration

· The vendor specific startup files:

/vendors/senTec/COBRA5272

/vendors/senTec/romfs

/vendors/Generic/big

This should then be followed by the next command:

make image

Create a new ELF image from the compiled kernel and the ROMFS.

For More Information

Consult the following documents within your uClinux distribution:

README

SOURCE

Part 6 – uClinux Application Development

About GCC-m68k/uC-libc

uClinux applications are compiled using this build of the cross-compiler. It makes use of the uC-libc standard libraries, which are contained within the uClinux distribution.

All software interaction with the hardware (i.e. console, serial ports) is performed via the operating system’s system calls and interfaces, instead of directly.

uC-libc is only 200k in size. This is much smaller than the libc library used on Linux PC’s, which takes up several megabytes. The reduced size is a major advantage due to a limitation in uClinux at present – it has no support for shared libraries. Library routines must be statically linked to programs that use them, which would make executables more bloated. With uC-libc, this bloat is minimised.

Position Independent Code

When we execute programs under an operating system, they are loaded into physical memory, but obviously not always in the same place. On an architecture that supports virtual memory, each process is given its own zero-based virtual address space that maps to an available block in physical memory.

As the Coldfire architecture does not have virtual memory, another method is used. The gcc-m68k/uC-libc compiler produces Position Independent Code (PIC). This means that all jumps, calls and other references in the code are relative to a base address which can be anywhere in memory. This in turn means that the program will be able to run, independent of where it’s actually loaded into memory for execution – obviously making the run-time environment far more flexible.
[For those interested, the –msep_data compiler option enables PIC]

For jumps and calls within the code segment (where functions are located), the base address is the program counter.

For references to memory within the data segment (where global and static variables are stored), the base address is register A5

The FLAT executable format

The native executable file format used for uClinux programs is known as the binary FLAT format. It was based on a primitive executable format called ‘a.out’.

FLAT format code is produced by a utility called called elf2flt that is invoked transparently by the linker. It converts from gcc’s ELF format output.

The header of the FLAT file contains pointers to the start of the text (code) segment, data segment, uninitialised data (bss) segments and the table of relocation records. The size of the stack is also specified. The rest of the file contains the actual segments.

elf2flt sets the program’s stack size to 4k by default, but this can be overridden by specifying the following environment variable in your makefile (the value is passed automatically as a parameter to elf2flt):

FLTFLAGS = -s 8192

This sets a stack size of 8k. You may wish to do this if you are using large arrays within functions in your own programs.

Exercise 1 – Building a uClinux application
In this exercise, we will learn how to build our own uClinux applications by looking at an example application. This application is a simple game – The computer thinks of a number between 1 and 100. You have 7 attempts to work out what the number is.

1. Copy the program to your home directory and change to it.

cp –a /pub/opsys/guessnum ~/

cd guessnum

2. Examine the makefile and referenced include files. What sort of information is contained in each? Note down your findings and observations in your reflections. While you are here, you should modify the environment variable that points to your uClinux directory.

3. Build the program

make
4. You may now run the program from the sash prompt in your uClinux session.

Additional Tools

file

Identifies file types. Useful if you have heaps of files in your home directory and you want to know what they are. 

m68k-elf-nm

Use this to display all program symbols in an object files/ELF executable

m68k-elf-flthdr

Displays information located in the header of FLAT files

m68k-elf-objdump

For More Information

Inside the Source Distribution

SOURCE

On the Internet:

General information on the uClinux project:

http://www.uclinux.org/
Information specific to the Coldfire port including development notes. Highly useful:

http://www.uclinux.org/ports/Coldfire/
Detailed information on the binary FLAT executable format

http://www.beyondlogic.org/uClinux/bflt.htm
uClinux developers mailing list archives:

http://www.uclinux.org/pub/uClinux/archive/index.html
Coldfire mailing list archives. Oriented more towards the actual hardware rather than uClinux. The search engine is pretty crap, but a few ‘gems’ can be found here:

http://www.wildrice.com/Coldfire/Arc/
Information on elf2flt and other utilities:

http://www.uclinux.org/pub/uClinux/m68k-elf-tools/README-20010716
Part 7 - Follow-up Questions

1. Explain in your own words the purpose of each GCC compiler and linker option in the makefile that builds the example programs

2. Outline carefully the differences between the fork() and vfork() system calls. What features of uClinx make it necessary that vfork() be offered by the kernel, rather than fork() as per a ‘standard’ Linux/Unix kernel. 
3. During the debugging stage of development, we usually instruct the compiler to use a reduced level of optimisation or disable it altogether. What is the reason for this?

4. With the use of a practical example, demonstrate how an operating system may not be necessary or advantageous for some embedded applications. Refer to the specific functions that an operating system performs in your answer.

Part 8 - Programming Task

This activity requires you to create a program on the coldfire server and to use gcc to build it to run on linux on the coldfire server. A separate step will involve making some modifications so that the program can be re-compiled using gcc-m68k and then run on uClinux.

You are to create a program that does the following in this order …

· Generate a pseudo-random number in the range 0 to 99. There are many ways to do this and you are to find out some of these and select one. This number will be used to simulate a search key.

· The program then uses the fork() system call to generate a child process.

· Both parent and child processes must carry out a linear search at the same time – one of them will search from 0 to 49 whilst the other searches from 50 to 99. The ‘searching’ operation actually just involves counting upwards and comparing the current count with the value of the key generated earlier.

· When one of the two processes finds they have a match they must notify the other process that they can both stop searching and terminate as the search is complete.

Once you’ve successfully done this, you need to make one or two modifications so that the same program can be compiled to run on uClinux. Notice in particular that uClinux doesn’t support the fork() call, it has vfork() instead, which behaves slightly differently. You shouldn’t need to use any system calls from the POSIX.4 specification, POSIX.1 would be sufficient.

When developing your program you should look at the POSIX lecture slides for ideas initially and then consult the unix manual pages for the details – the same technique that has been demonstrated in the lectures.

You must create a makefile to build your program. It must have all and clean rules. It would be a good idea to have the one makefile which can be used to make either a ‘standard’ linux application or a uClinx application on your command.

#include <stdio.h>





#define DEBUG 1





int main(void)


{


	/*Simple conditional code test*/;


#ifdef DEBUG


	printf(“DEBUG is defined”);


#else


	printf(“DEBUG is NOT defined);


#endif


}








all: drawellipse drawrectangle





drawellipse: main.o ellipse.o


	$(CC) $(LDFLAGS) –o drawellipse main.o ellipse.o





drawrectangle: main.o rectangle.o


	$(CC) $(LDFLAGS) –o drawrectangle main.o rectangle.o





main.o: main.c


	$(CC) $(CFLAGS) –c main.o main.c





rectangle.o: rectangle.c


	$(CC) $(CFLAGS) –c rectangle.o rectangle.c





ellipse.o: ellipse.c


	$(CC) $(CFLAGS) –c ellipse.o ellipse.c








void drawshape(int centrepoint)


{


    Code to draw ellipse;


    …………………


    …………………


}








extern void drawshape(int);


…………………


…………………


/* rest of program */


…………………


…………………


void main(void)


{


    drawshape(LOCATION);


    printf(“Test Message”);


}











void drawshape(int centrepoint)


{


    Code to draw rectangle;


    …………………


    …………………


}








CC = gcc


LD = ld


CFLAGS = <insert compiler options>


LDFLAGS = <insert link options>





all: hello.elf 





hello.o: hello.c


$(CC) $(CFLAGS) hello.c -c -o hello.o





hello.elf: hello.o


	$(CC) $(LDFLAGS) hello.o -o hello.elf





clean:


	rm –f *.elf *.o
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